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a b s t r a c t
The problem of human pose estimation has been largely solved by the prevailing Deep
Convolutional Neural Networks (DCNNs). However, heavily occluded human poses still
represent great challenges. In this paper, we propose a new scoring method to perceive
the detection of heavily occluded poses unbiasedly. The typical way of assigning scores
to detected poses is to use the mean confidence of each joint. This makes poses with occlusion suppressed durng evaluation since invisible joints may have a much lower confidence
than visible joints. We address this by identifying the visibility of each joint, an occlusion
aware network is designed to predict both heatmaps and visible values of joints simultaneously. Thus, the degree of occlusion of a pose can be grasped, and a much fairer score
is able to be set. Furthermore, a KS-net is proposed to predict the KS (Keypoint Similarity)
between each estimated joint location and its matched ground-truth. The predicted KS calibrates localization accuracy better than the maximum heat value in heatmap. Pose score is
calculated using the predicted visibility and KS value of each joint. The efficacy of our
method is demonstrated on the most widely used MS-COCO pose dataset. Extensive experiments show that using our scoring approach can significantly improve the average precision of heavily occluded poses for the provided detections.
Ó 2020 Elsevier Inc. All rights reserved.

1. Introduction
Human pose estimation from a single monocular image is a fundamental task in computer vision. Having knowledge of a
person’s joint locations serves as a prerequisite for many high-level applications, such as person re-identification [1,2], action
recognition [3,4], and human-computer interaction [5]. Though enormous difficulties lie in accurately estimating poses from
images, high achievement has been seen in recent years. Due to powerful Deep Convolutional Neural Networks and the availability of large-scale in-the-wild image datasets with proper annotations, human pose estimation is very close to a solved
problem. Recent single-person pose estimation methods [6–8] all produce acceptable results with very few errors, the performance has been saturated on Leeds Sports Pose Dataset [9] and MPII Human Pose Dataset [10]. Researchers’ attention now
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focuses on multi-person pose estimation datasets, for example MS-COCO [11], where heavy self-or-outer occlusion still presents a major obstacle to strong performance.
Like object detection, localization and scoring are two necessary steps for multi-person pose estimation. While a great
deal of work [12–14] has explicitly taken aim at localizing occluded poses more precisely, few studies have made the effort
to provide appropriate scores. Scores determine the order of detections both locally in an image and globally across the
whole dataset, directly affecting the computation of AP (Average Precision) and AR (Average Recall). Thus, it is important
to assign an optimal score to detections, which exhibits these two characteristics: (1) higher score always reflects more precise detection; (2) score calibrates the probability of being a true positive [15].
Existing methods generally compute scores by calculating the mean of maximum heat values in heatmaps. Although this
is a direct and simple strategy of scoring, it lacks the ability to result in optimal scores. Specifically, averaging over heatmaps
does not take the occlusion of poses into consideration. Because the number of visible joints of a pose varies dramatically
from few to all, utilizing the mean may bring about large partiality in setting scores. As widely adopted by the community,
invisible joints are not annotated in datasets and do not take part in the evaluation. However, during training and testing,
heatmaps of all joints will be generated for the sake of convenience. As a result, invisible joints inevitably get inaccurate
heatmaps, which may respond with low values in a large area of locations. For this reason, heavily occluded poses often
obtain lower scores, even its visible keypoints are correctly localized. Fig. 1 shows some examples of heavily occluded poses
that are correctly detected but assigned with low scores.
In this paper, we propose a new scoring method that treats heavily occluded poses without unfairness. An important
insight is that the visibility of each joint must be assessed. For this purpose, we propose an occlusion aware network for
human pose estimation, which conducts heatmap generation and occlusion verification simultaneously. This is done in a
multi-task learning framework. Because the two tasks share most of the network parameters and DCNN features, the proposed network only adds negligible computation to judge visibility. Moreover, owing to the benefits of multi-task learning,
the network is capable of producing reliable predictions of both keypoints’ heatmaps and visibility.
To calculate optimal scores, a good estimation of the localization accuracy of each keypoint is another crucial factor. As a
conventional technique, the maximum heat values in heatmaps are broadly used as its measurement. However, since heat
value indicates the possibility of the corresponding location to be a joint, it more naturally reflects the classification confidence. Higher classification confidence does not certainly correspond to higher localization accuracy. In Fig. 2, we show some
cases where the locations that get high heat values are contrarily far from their ground truth. This misalignment between
classification confidence and localization accuracy also can be found in object detection, which has been proved in [16].
Hence, the maximum heat values in heatmaps may not be the best choice to compute pose scores.
Based on the above observation, we investigate the feasibility of estimating localization accuracy from heatmaps of the
predicted keypoints. Inspired by the OKS (Object Keypoint Similarity) [17] similarity measure for keypoint in MS-COCO, we
adopt the keypoint similarity (KS) to measure the proximity of detected keypoints to their corresponding ground-truth locations. KS-net is therefore introduced in this paper, which predicts the KS as a replacement of the maximum heat value in
heatmap to work out pose scores.

Fig. 1. Heavily occluded poses with correct detections but low scores. The red points give the ground truth locations of joints, and the blue points are
detected joints. As can be seen, the detections are close to the ground truth, however, the pose scores given by the mean of maximum heat values are close
to zero. (For interpretation of the references to colour in this figure legend, the reader is referred to the web version of this article.)
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Fig. 2. Misalignment between the maximum heat value and localization accuracy. In both above figures, the ground truth locations of nose get low
likelihoods, while the maximum heat values appear on the wrong persons’ noses.

In summary, we develop a new scoring methodology for tackling the challenge of heavily occluded poses. The main contributions are threefold as follows:
1. We propose to assess the visibility of each keypoint while the network predicts heatmaps. This makes the process of
scoring aware of occlusion, thus reducing the interference of invisible joints. AS a consequent, unbiased scores are able to
be assigned to heavily occluded poses.
2. We design a novel KS-net for estimating the localization accuracy of predicted keypoints. As the KS is defined in the
OKS, we are able to predict the OKS of each detected pose directly and use it as the score, which satisfies the requirements
of an optimal score.
3. Based on the predicted visibility and localization accuracy of keypoints, we propose to assign reasonable scores for perceiving heavily occluded human poses.
The rest of this paper is organized as follows. In Section 2, we briefly introduce some related work of human pose estimation. In Section 3, we give an analysis of the properties of an optimal score and the drawbacks of conventional scoring
methods. The details of the proposed scoring method are presented in Section 4. The experimental results are reported
and discussed in Section 5. Finally, we summarize the paper and draw conclusions in Section 6.
2. Related work
Human pose estimation is one of the most attractive research topics in computer vision. Especially in recent years, the
extraordinary ability of DCNNs has made it a promising task that can be used in real life. Conventional tree-structured models, e.g., pictorial structures [18,19] and cascaded graphical models [20,21], provide an elegant framework to tackle the problem. Based on these methods, recent deep models push the state-of-the-art to a much higher level.
Single person pose estimation assumes that every person has been properly cropped out from images in advance.
Toshev et al. firstly explore the idea of using CNN to solve the pose estimation problem. Their work DeepPose [22] obtains
poses by straightforwardly regressing from images. Since this is a brute way of using CNN, Tompson et al. [23] combine CNN
with graphical models, which replaces handcrafted features in conventional methods with deep features and predicts heatmaps of keypoints. Following this approach, Carreira et al. [24], Chen & Yuille [25] and many other works [26,27] make further improvements. Later works [28,29] utilize very deep CNNs to generate score maps of keypoints. Wei et al. [6] propose to
refine heatmaps continuously by a multi-stage architecture. Newell et al. [7] introduce the module of Hourglass, which gets
heatmaps through an encoder-decoder structure. This model represents an important milestone in the development of pose
estimation. Because of its clever design and excellent performance, many following works add new techniques based on this
model, e.g., attention module [30], adversarial learning [31] and pyramid features [8]. As these very deep models implicitly
learn pairwise relationships of joints during heatmap generation, the graphical model is no longer needed.
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The problem of single person pose estimation has been largely solved by the above mentioned very deep models. Their
performance on large-scale datasets like MPII-Human Pose Dataset [10] has reached a very high standard, and the discrepancy
in detection accuracy between them is minor. Hence, more challenging multi-person pose estimation is attracting more
researchers’ attention.
Multi-Person Pose Estimation deals with images containing multiple instances of people, and the number of visible keypoints varies among different persons. Bottom-up methods detect all keypoints at first and make efforts to solve the problem
of assembling. Most of the early methods [32,33] belong to this category. Deepcut [32] makes use of Integer Linear Program
(ILP) to group joints detection candidates into separate persons. Deepercut [34] utilizes deeper networks to predict keypoints
and improves the solution of ILP. However, solving the ILP problem globally is an NP-hard problem, it takes several minutes
to get person clusters on one image. Then Cao et al. [35] introduce the estimation of Part Affinity Fields (PAFs) between each
pair of body parts. With the help of PAFs, they are able to relax the global inference problem of assembling into a P-hard
problem. They show remarkable results by impressive demos in real-time. Newell et al. [36] present competitive results
by predicting associative embedding to group keypoints.
Top-down approaches utilize two stages to tackle the problem. Firstly, persons are detected and cropped by a topperforming object detector, and then single person pose estimation methods are employed for each cropped person patch.
Papandreou et al. [12] use the Faster RCNN [37] for person detection and a fully convolutional ResNet [38] for pose estimation. Fang et al. [39] suggest to refine bounding boxes before conducting pose estimation. Mask-RCNN [40] appends a keypoint localization head on top of the ROI pooling layer, thus achieves person detection and pose estimation in one network.
Recently, Chen et al. [13] propose to refine the localization of hard keypoints based on a Feature Pyramid Network (FPN) [41].
With the help of state-of-the-art object detectors, they further improve the results. Xiao et al. [14] also design the pose estimation network based on FPN, but replace upsampling with deconvolution. These methods produce better results than
bottom-up ones as they can zoom into each person patch, but the speed is much slower.
Because of the superior performance of Top-down methods, they dominate the leading places of MS-COCO keypoints
competition [42]. Their capability is amazing considering the challenges of the task. However, occlusion and invisible keypoints are still tough issues that need to be overcome. This paper follows the pipeline of Top-down methods and tries to perceive heavily occluded human poses accurately by assigning more reasonable scores.
3. Delving into the conventional scoring method
In this section, we will first analyse the desired properties of an optimal score and its formulation. Then, two drawbacks of
current scoring methods will be explored, which are the ignorance of pose occlusion and the misalignment between the
maximum heat value in heatmaps and localization accuracy. All analysis is done on the dataset of MS-COCO [11].
3.1. Properties of an optimal score
In multi-person pose estimation, a score must be given to each detected pose for evaluation. Scores represent the confidence of detections and are able to affect the result of evaluation largely. Locally, detections within each image are arranged
in descending order of scores and assigned to ground-truths in sequence. Hence, while the matching process goes on, lower
scored detections will have a smaller pool of available annotations to get matched with. Globally, after matches are determined, detections across all the images are sorted according to scores, and AP and AR are computed according to this ranking
by using predefined criteria.
Therefore, we want scores to have these two properties: (i) monotonicity, a higher score always belongs to a better detection; (ii) calibration, a score represents the possibility of its corresponding detection to be a true positive. The first property
guarantees that a better detection consistently ranks above poorer ones, so that the highest performance can be achieved for
the provided detections. The second property allows to judge the quality of a detection directly from its score. Ideally, as has
been presented in [15], the measurement for keypoint similarity (i.e., OKS) is excellent for scoring, since the OKS perfectly
meets both monotonicity and calibration. The formulation of the OKS is given as follows:


P
OKS ¼

ie
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> 0Þ
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where di is the Euclidean distance between each detected joint and its corresponding ground truth, v i is the visibility flag of
the ground truth, s is the object scale, and ki is a per-keypoint constant.
As can be seen from Eq. (1), the OKS is calculated by averaging over all the visible keypoints in the ground truth of a pose
(v i > 0), and the un-normalized Gaussian function in the numerator can be regarded as Keypoint Similarity (KS). Given a pose
ð pÞ
detection ^
hðpÞ and the corresponding annotation hðpÞ of a person p, the ith keypoint’s KS can be written as:
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It is clear that KSi represents the localization accuracy of the ith keypoint, and its value is affected by the Gaussian standard
deviation ki as well as the scale of the instance s. ki is specific to the type of a keypoint, that is to say, in the case of the same
value of numerator, keypoints on a person’s body (e.g., hips) tend to have a KS much larger than on a person’s head (e.g.,
eyes). We give an illustration of KS in Fig. 3.
Though the OKS provides the best solution of scoring, it is impossible to put to use in testing for the annotations are not
given. Because a keypoint is located by the pixel with the maximum likelihood in its heatmap, current methods [13,14] typically utilize the mean of maximum heat values in heatmaps as the score. This is a convenient way, however, it brings
drawbacks.
3.2. Ignorance of pose occlusion
Whether a pose is occluded or not, current methods for human pose estimation predict the locations of all keypoints, but
ignore the prediction of visibility. Because invisible keypoints are not taken into account during evaluation, it seems that the
prediction of visibility is not necessary. This may be true in single person pose estimation, but it is not appropriate for multiperson pose estimation. As analysed in Section 3.1, score affects the result of evaluation, and the visibility of keypoints is
important for obtaining reasonable scores.
ð pÞ

We first give an analysis about the conventional scoring method. Let hi denote the maximum likelihood in the ith keypoint’s heatmap of a person p and SpMH represent the score computed by taking the mean of maximum heat values in all heatmaps. Then the formulation can be written as:
ð pÞ

SMH ¼

P

ð pÞ
i hi
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Comparing Eq. (3) with Eqs. (1) and (2), hi can be considered as an estimation of the localization accuracy (i.e., KSi ), and
SpMH can be regarded as a prediction of the OKS. Hence, it is obvious that dðv i > 0Þ  1 in Eq. (3), i.e., all keypoints are treated
as visible.
Because occlusion is ubiquitous in multi-person pose estimation, neglecting keypoints’ visibility may cause substantial
scoring inequality between poses. As a widely used technique, the ground truth of invisible keypoints is given with a heatmap of zeros during training, thus the heat values in their predicted heatmaps are commonly very low. For this reason, the
scores computed by Eq. (3) will heavily favour poses with more visible keypoints. Fig. 4 gives an illustration of the scoring
bias.

Fig. 3. Illustration of Keypoint Similarity (KS). The left figure shows the KS of two detections of different joints, eye (red) and elbow (green), on the same
person. The right figure shows the KS of two detections of the same joint knee on the different persons, baby (red) and man (green). The red concentric
circles represent KS values of :5 and :85, and their sizes vary by different keypoint types and different sizes of person instances. Hence, detections at the
same distances from the corresponding ground truth can have different KS values (:25 versus :75 in the figure). (For interpretation of the references to colour
in this figure legend, the reader is referred to the web version of this article.)
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Fig. 4. Scoring bias. The two pose detections can both be considered as good. However, the right one with more visible keypoints gets a much higher score.
The sub-figure beneath the detected pose presents the heatmap of each joint (from eye to ankle) and the corresponding maximum likelihood. It is clear,
invisible keypoints produce much lower heat values than visible keypoints, which inevitably causes lower pose scores calculated by Eq. (3).

3.3. Misalignment of classification and localization accuracy
Detection based methods are the mainstream of human pose estimation algorithms, which depict joint locations with


ð pÞ
ð pÞ
ð pÞ
¼ xi ; yi , the ground truth heatmap

heatmaps. Denote the ground truth location of the ith body joint of a person p by hi
ð pÞ

Hi

is generated by computing a 2D Gaussian blob with the center on the ground truth location.
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where o 2 R2 denotes a location in heatmap Hi , and R is the variance which is empirically set as an identity matrix I.
^ ðpÞ for the ith keypoint, the location o with the maximum heat value is regarded as the final
Given a predicted heatmap H
i
ð
p
Þ
^ , and the maximum heat value hðpÞ is considered as the localization accuracy of the joint.
joint position h
i
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hi
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This solution is widely-adopted in detection based human pose estimation methods. Since the heat value of each location in
the heatmap represents the probability of the location being the joint, it is convenient to use such a post-processing techð pÞ

nique. However, it is problematic to utilize the maximum likelihood hi for computing the pose score, as formulated in
Eq. (3).
We visualize the distribution of the maximum likelihoods of several detected joints in Fig. 5. The x-axis is the ground
ð pÞ

truth localization accuracy (i.e., KSi ) of detected joints, while the y-axis denotes the corresponding maximum likelihoods
ð pÞ
hi ).

ð pÞ

ð pÞ

in heatmaps (i.e.,
As can be seen, hi is not well correlated with KSi , the Pearson correlation coefficients between them
are all very low, which indicates the maximum likelihood is not a good estimation of the localization accuracy.
This misalignment is caused by confusing classification accuracy with localization accuracy, as has been thoroughly analysed in [16]. The maximum likelihood indicates the classification accuracy of its location to be the joint, larger likelihoods do
not surely correspond to better localization accuracy. Fig. 2 exhibits some examples of the misalignment.
ð pÞ

To further demonstrate the misalignment, we substitute KSi

ð pÞ

in Eq. (1) with hi

to predict OKS.

290

L. Zhao et al. / Information Sciences 537 (2020) 284–301

Fig. 5. The correlation between the maximum heat value and the localization accuracy. The correlation of left eye, left wrist, and left knee are presented.
The Pearson correlation coefficients are: 0:0180 (left eye), 0:2095 (left wrist), and 0:0607 (left knee) respectively.
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Fig. 6 shows the distribution of OKS and the ground truth OKS separately. As can be seen, the two distributions are quite difð pÞ

ferent, which also proves hi
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misaligns KSi . Comparing the formulation of hi
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does not take the type of a keypoint (i.e., ki ) and the scale of the instance (i.e., s) into account. Thus, hi

ability to make a good estimation of

ð pÞ
KSi ,

lacks the

which brings errors in computing the score of pose.

4. Assigning an unbiased score
To assign as optimal scores as possible to detected poses, we present the details of our proposed scoring method in this
section. In Section 4.1, we show the network design of occlusion aware human pose estimation. Then, the KS-net for predicting the localization accuracy of each detected joint is proposed in Section 4.2. Finally, we summarize the proposed scoring
algorithm in Section 4.3.
4.1. Occlusion aware human pose estimation
Fig. 7 shows the architecture of our model, which consists of a shared backbone for feature extraction, a regression subnet
for occlusion judgement and a detection subnet for keypoint estimation, we refer to this network as OA-HPE net. We utilize
the Feature Pyramid Network (FPN) [41] as the backbone. Stacked hourglass [7] is another popular network for pose estimation, however, FPN based methods [13,14] exhibit the best performance on the MS-COCO keypoint leader board [42].
Because we aim to better perceive heavily occluded poses in multi-person pose estimation, for the convenience of fully taking advantage of the merits of state-of-the-art methods, FPN is employed in our method. Based on the visual features given
by FPN, the subnet for keypoint detection can just apply the successful designs of popular methods. We do not make specific
efforts to refine this part, because our focus is on improving the score of detected poses.
The subnet for occlusion judgement takes the visual features from the last residual block of FPN, which is typically
denoted as C 5 . A 1  1 convolutional kernel is applied on C 5 to generate the features for visibility regression. Then, two hid^ 2 RK is a vector
den 1024-d fully connected (fc) layers are attached before the final visibility regression layer. The output V





d (a) The distribution of OKS is very different from OKS, which indicates the maximum heat value can not be
Fig. 6. Histogram of OKS; OKS, and OKS.
interpreted as the localization accuracy. (b) To resolve the issue, we propose to predict the localization accuracy (i.e., KS) for each detected keypoint.
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Fig. 7. Network architecture of the proposed OA-HPE net.

^ i < 1 represents the visibility value of the ith
that estimates the occlusion of all K joints in a pose, where each element 0 < v
joint.
The loss for training pose estimator is the squared error between predicted and ground truth heatmaps. For training visibility regressor, all keypoints annotated with coordinates are regarded as visible (i.e., v i ¼ 1), and only keypoints without
labels are treated as invisible (i.e., v i ¼ 0). We use sigmoid cross-entropy to compute the visibility regression loss, as the vis^ the loss funcibility of each keypoint is independent and not mutually exclusive. Given the ground truth V and prediction V,
tion is formulated as:
K
X
Lv isible ¼  ðv i log ðv^ i Þ þ ð1  v i Þlog ð1  v^ i ÞÞ:

ð8Þ

i¼1

The total loss for training is the sum of pose estimation loss and visibility regression loss. Because the subnet for visibility
regression is quite light, the added computation comparing to only training for pose estimation is almost negligible. And the
training can be done just following the standard pipeline of detection based pose estimation methods [13,14].
4.2. KS-net for localization accuracy prediction
KS-net predicts the localization accuracy of keypoints from the corresponding heatmaps. Comparing to simply taking the
maximum heat value, KS-net utilizes the information from all heatmaps of a pose and learns to estimate the most probable
localization accuracy for all keypoints. We show the design of KS-net in Fig. 8. Because heatmaps can be regarded as highlevel features, there is no need to conduct very deep convolutions again to learn powerful features for prediction. Here, a
ResNet-18 [38] network is utilized as the backbone, then two hidden 1024-d fully connected (fc) layers are attached before
the final localization accuracy regression layer.
c 2 RK . The ground truth localization accuracy KS can be computed according to Eqs. (2)
The output of KS-net is a vector KS
and (5). We use L1-norm to compute the loss for training,

L¼


K 
X
c

 KS i  KSi :
i¼1

As KS-net is a relatively small network, it can be trained very efficiently from scratch.

ð9Þ
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Fig. 8. Illustration the architecture of the proposed KS-net. It takes heatmaps as input and estimates the KS of each keypoint through a RestNet-18 backbone
and two fully connected layers.

4.3. Summary of the proposed scoring method
After training the OA-HPE net and KS-net, unbiased scores are able to be assigned to all detected poses. We present a
pseudo-code for the proposed scoring method in Algorithm 1.
Algorithm 1 Assigning unbiased scores for detected poses.
Input: The test image I containing one person p; The OA-HPE net N ; The KS-net M.
Output: Detected human pose hðpÞ ; Score for the detected pose sðpÞ .
Get the heatmaps and visibility values of keypoints:
^ ð pÞ ; V
^ ð pÞ
1: H
N ðIÞ;
Obtain the coordinates of each keypoint:
2: for i 2 ½1;    ; K 
ð pÞ
^ ðpÞ
arg max H
3: ^
h
i

i

4: end for
Predict the localization accuracy of each keypoint:


c ð pÞ
^ ð pÞ
5: KS
M H
Calculate the score for the detected pose:
PK b ðpÞ ðpÞ
^
KS i v
i
i¼1
P
6: sðpÞ
K
ð pÞ
i¼1

ð pÞ

7: return h

v^ i

; sðpÞ

5. Experiments
We conduct the experiments following the pipeline of top-down approaches for multi-person human pose estimation.
However, our focus is on the validation of the proposed scoring method, especially on its performance of improving the perception of heavily occluded human poses for the provided pose detections.
5.1. Experimental setup
Dataset. Our experiments are conducted on MS COCO [11]. MPII Human Pose [10] is also a widely used multi-person
human pose estimation dataset. But its evaluation metric mimics single person pose estimation, which does not evaluate
in OKS-based AP and AR. Because we intend to improve the detection AP and AR of heavily occluded human poses, exper-
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iments are not done on MPII Human Pose [10]. Both of the OA-HPE net in Section 4.1 and KS-net in Section 4.2 are trained on
MS-COCO 2017 training dataset (includes 57 K images and 150 K person instances). Testing is done on MS-COCO 2017 validation dataset (includes 5 K images). Because we need the ground truth annotations to analyse the performance of our scoring method on heavily occluded human poses, the testing dataset of MS-COCO 2017 is not used in our experiments.
Evaluation metric. We follow the standard OKS-based AP and AR on MS COCO [17] to evaluate the performance of our
scoring method. Further, to analyse the improvement on occluded human poses, the analysis tool released by Ronchi et al.
[15] is utilized. They divide the COCO Dataset into twelve benchmarks according to occlusion (the number of visible keypoints) and crowding (the amount of overlap), and the performance is studied in each separate one by obtaining the PR (Precision Recall) curves at the evaluation threshold of :75 OKS. Based on their tool, we divide the MS-COCO 2017 validation
dataset into four benchmarks only according to occlusion and also present the PR curves for analysis.
Implementation details. The OA-HPE net is trained by following the standard procedures as in [13]. We use random rotation ([45°, 45°]), random scale ([0:65; 1:35]) and flipping to do data augmentation. The model is trained using the Adam optimizer, and the base learning rate is set as 1e  3, which is dropped to 1e  4 and 1e  5 at the 120th and 150th epoch
respectively. We train the model for 160 epochs with the batch size 32, and batch normalization is used. After training, the
OA-HPE net is tested on the MS-COCO 2017 training dataset using the ground truth bounding boxes of all person instances.
Then the estimated heatmaps and locations of all keypoints of each person instance are saved for the training of KS-net.
For each person instance, we first calculate the ground truth KS of each annotated keypoint according to Eq. (2). Using the
KS of keypoints of a person instance as the ground truth and the corresponding heatmaps as the input, then the KS-net is able
to be trained. We also train the model using the Adam optimizer, the base learning rate is set as 1e  3 and dropped to 1e  4
and 1e  5 at the 30th and 50th epoch. The model is trained for 60 epochs using batch normalization. Because the KS-net is
quite slim, the training can be done in hours following the standard procedures as in [38].
During testing, the heatmap from the OA-HPE net are computed by averaging the heatmaps of the original and flipped
images. The final location of each keypoint is obtained by adjusting the highest heat value location with a quarter offset
in the direction from the highest response to the second highest response. Then the score of a detected pose is obtained using
the proposed method as described in Algorithm 1. We conduct all the experiments on a single Tesla P40 GPU.

5.2. Ablation experiment
In this subsection, we investigate the effectiveness of each component. To make the improvement produced by the proposed scoring method persuasive, all experiments are done using ResNet-101 as the backbone of FPN [41] and 384  288
cropped images as the input, which gives the best AP as reported in [13].

5.2.1. OA-HPE net
Here we discuss the performance of the OA-HPE net, especially how well it predicts the occlusion of each keypoint and
how it may change the final AP.
Keypoints detection: affected or not? We first investigate whether doing occlusion judgement may affect the detection
of keypoints. Table 1 gives the results on MS-COCO 2017 validation dataset. The first two rows show the results of HPE net,
which has the same backbone and keypoints detection subnet with OA-HPE net but is absent of the occlusion judgement
subnet. Both networks are trained with the same strategies, and the best results are reported. To do the comparison comprehensively, we present the results of both using the ground truth human boxes and the boxes given by a person detector
[13]. The APs in this table are all calculated using the conventional scoring method as in [13,14] since we only analyse the
performance of keypoints detection here. As can be seen, OA-HPE net almost gives the same results with HPE net, the little
difference is acceptable considering that OA-HPE net also takes the task of occlusion judgement.
Occlusion judgement: viable or not? Because awareness of the visibility of keypoints is the basis of assigning unbiased
scores, the accuracy of occlusion judgement can largely sway the performance of the proposed scoring method. Using the
ground truth human boxes, Table 2 presents the accuracy of occlusion judgement on each keypoint by the OA-HPE net. It
is clear that the predicted visibility of all keypoints is quite correct, most of the accuracy is above 90%. The occlusion of ears
and wrists is relatively a little harder to judge properly, the reasons may be that they are at the end of a limb and the size is
commonly small. However, even these keypoints still get an accuracy of about 88%.
Table 1
Comparison of the APs on MS-COCO 2017 validation dataset. HPE: The network only does human pose estimation; OA-HPE: The network does keypoints
detection and occlusion judgement simultaneously. G: The input image of a person instance is cropped using the ground truth human box; D: The bounding
boxes of human instances are obtained by a person detector [13].
Models
HPE(G)
HPE(D)
OA-HPE(G)
OA-HPE(D)

AP

AP@:5

AP@:75

APm

APl

AR

ARm

ARl

74.8
72.9
74.6
72.6

92.4
89.2
92.4
88.8

81.4
79.4
81.5
79.2

71.8
69.1
71.4
68.5

79.9
79.9
79.6
79.7

77.9
79.2
77.4
78.6

74.4
74.3
73.9
73.5

83.2
86.0
82.7
85.7
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Table 2
Accuracy of the occlusion judgement on each keypoint by OA-HPE net. The labels of keypoints follow the annotation of MS-COCO dataset. L means left, R means
right. For the sake of saving space, we only use the first three letters of each keypoint, e.g., Sho means shoulder and Elb means elbow.
Nose

L-Eye

R-Eye

L-Ear

R-Ear

L-Sho

R-Sho

L-Elb

R-Elb

93.2
L-Wri
87.6

93.0
R-Wri
88.5

92.7
L-Hip
90.3

88.5
R-Hip
90.6

88.4
L-Kne
92.2

94.4
R-Kne
92.3

94.8
L-Ank
93.4

89.2
R-Ank
93.0

90.0

Qualitative comparison. To understand the benefit of occlusion judgement better, we compare the pose estimation
results with and without the knowledge of keypoints’ visibility. Fig. 9 shows some qualitative comparison. The first row exhibits the poses estimated by HPE net. Because HPE net lacks the ability to predict keypoints’ visibility like the existing models
[12,40], the detection results of all keypoints are delivered whether occlusion or not. The second row gives the results
obtained by OA-HPE net, which only displays the keypoints that are predicted as visible. It is clear that the poses given
by OA-HPE net are more attractive. For the occluded poses, the results of the HPE net may be weird and disobey the cognition
of human poses, as the detected locations of invisible keypoints can be arbitrary and unreliable.
We also present some cases that the OA-HPE net gives wrong occlusion judgements in Fig. 10. In the first image, all keypoints are annotated as visible, the OA-HPE offers wrong assessments on four keypoints. However, the left wrist and elbow
are actually unseen and the annotations are wrong. The visibility of the left and right ankles are ambiguous, the OA-HPE net
^ i ) at 0:44, which also seems quite reasonable (v
^ i > 0:5 is regarded as visible). The pose in
estimates their visibility value (i.e., v
the second image is a rare case, only two knees are visible. The wrong judgement made by OA-HPE net may be caused by
little similar training images except for ambiguous keypoints.
From both the quantitative and qualitative results, the OA-HPE net demonstrates its ability to provide credible predictions about the visibility of keypoints. Comparing to the existing human pose estimation models that only offer keypoints’
locations, this enriches the information of a detected human pose and may facilitate more applications of human poses in the
real world.
What is the difference made on APs of knowing occlusion? With the knowledge of keypoints’ visibility, we are able to
assign unbiased scores for all the provided pose detections. Here, we give a detailed analysis of the improvement that can be
delivered on the APs using unbiased scores. To exclude the effect of a person detector, we get pose detections from the OAHPE net using the ground truth human boxes. According to the analysis in Section 3.1, the OKS (i.e., Eq. (1)) gives the formu-

Fig. 9. Comparison of predicted poses by the HPE net and OA-HPE net. The OA-HPE net predicts both the location and visibility of each keypoint, and HPE
net only gives the location of all keypoints ignoring the visibility. In the figure, each keypoint is presented using a black circle, limbs are depicted with lines
in different colors. (For interpretation of the references to colour in this figure legend, the reader is referred to the web version of this article.)
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Fig. 10. Failure cases of occlusion judgement by OA-HPE net. The left part of each sub-figure gives the ground truth pose and the predicted visibility value
by OA-HPE net; the right part shows the joints whose visibility is wrongly predicted by OA-HPE net. The wrongly predicted joint and its corresponding
visibility value are presented in the same color. (For interpretation of the references to colour in this figure legend, the reader is referred to the web version
of this article.)

lation of an optimal score. Thus, we calculate the ground truth KS according to Eq. (2) and make analysis specifically on the
role of keypoints’ visibility.
The APs obtained using different settings of the visibility value are given in Table 3. It is clear that ignoring occlusion will
get the worst AP, which can be more than 2% lower than the upper bound even for the same provided pose detections. This
suggests that quite a lot good pose detections are wrongly treated as undependable ones. Hence, it is obvious that heavily
occluded poses can be the most possible ones that be mistakenly assigned low scores. For the visibility predicted by the OAHPE net, the AP is improved by about 1% than ignoring occlusion. This indicates that occlusion judgement in the OA-HPE net
plays its role, which helps set fair scores across poses and makes good detections of occluded poses perceivable.
5.2.2. KS-net
c Here, we analyse the localization accuracy predicted by the KS-net. For the heatmaps
The accuracy of the predicted KS.
c for each keypoint. The accuracy of KS
c is
given by the OA-HPE net using ground truth human boxes, we get the prediction KS
investigated based on the pose score that is calculated with it. Because the OKS (i.e., Eq. (1)) gives the optimal score, we utic to compute OKS.
d To investigate only the reliability of KS,
c the ground truth occlusion of keypoints is
lize the predicted KS
d and OKS. To demonstrate the advance of the KS-net, we also do the comparison
used. Fig. 6 presents the distributions of OKS


with the distribution of OKS, which is calculated using the maximum likelihood in heatmap as the prediction of KS (Eq. (7)).
d is very similar to that of OKS, which shows pose detections getting high scores are in
As can be seen, the distribution of OKS


the majority. Nonetheless, the distribution of OKS indicates that the majority of poses have medium scores. Hence, it is clear
that KS-net can make better predictions about the localization accuracy of keypoints than the existing methods [13,14].
We further manifest the effectiveness of the KS-net through the result of APs. Table 4 shows the APs acquired by using


d and OKS as the pose score separately. For a fair comparison, we use the paired t-test with the significance level 0:05
OKS; OKS
[43] to statistically verify the superiority of the proposed KS-net. The proposed KS-net is trained for ten times, and the best
model obtained in each training is used for testing. Obviously, the correctness of the prediction of KS holds sway over the


final APs. Using OKS as the score causes a nearly 3% drop of AP comparing to the optimal score OKS, which implies that
d is able to improve
the maximum heat values of heatmaps make unsatisfied predictions of the localization accuracy. OKS
the AP by about 1% by using the predictions given by the KS-net. This demonstrates that KS-net is capable of making better
Table 3
APs obtained using scores calculated on different settings of the visibility value for the same provided pose detections by OA-HPE net. In the first row, Visible
indicates that all keypoints’ visibility value is set as v^ i ¼ 1, ignoring occlusion. In the second row, the predicted visibility v^ i by OA-HPE net is used. GT means
using the ground truth visibility, which calculates the optimal scores and produces the upper bound APs for the provided detections.
Visibility
^ i ¼ 1)
Visible (v
^i)
OA-HPE (v
^i ¼ vi)
GT (v

AP

AP@:5

AP@:75

APm

APl

AR

ARm

ARl

74.7
75.6
77.2

92.9
93.0
93.1

81.9
82.4
83.2

71.5
72.0
73.6

79.6
81.0
82.6

77.4
77.4
77.4

73.9
73.9
73.9

82.8
82.8
82.8
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Table 4

d and OKS as the pose score separately for the same provided pose detections by OA-HPE net. p means that OKS
d is significantly
APs obtained using OKS; OKS
better than the corresponding method.
Score


OKS
d
OKS
OKS

AP
74.3

p

AP@:5

AP@:75
p

APm

APl

p

79.6

AR
p

92.5

81.3

70.8

77.4

75.1  .05

92.5  .05

81.8  .05

71.8  .04

80.2  .07

77.4  0

77.2

93.1

83.2

73.6

82.6

77.4

d is still about 2% lower than the upper bound,
predictions of the localization accuracy. However the AP obtained by OKS
which indicates the difficulty of getting very precise predictions of KS.
Design choices of the KS-net. Here, we discuss the most suitable architecture of the KS-net. Specifically, four most
famous backbone networks, AlexNet [44], VGGNet [45], GoogLeNet [46] and ResNet [38], are tested. The comparison of performance is given in Table 5. As can be seen, the results are not biased to one of the backbone networks. The discrepancies of
the APs obtained by these four backbone networks are small, VGG-19 and ResNet-18 get a little better results than the other
two. We choose ResNet-18 as the backbone network simply because it is the most widely used. Then, we investigate whether
using a heavier backbone network ResNet-50 can improve the performance. The results reported in Table 5 show that adding
the depth does not make the predictions better. The reason may be that heatmaps are already high-level features, it is unnecessary to use a very deep network to do the regression again. Lastly, ResNet-18 is replaced with just two convolution layers,
we want to see if a very shallow backbone network would be qualified for the task. The APs obtained using this design are
also presented in Table 5, which demonstrates a very shallow network is not competent to make precise predictions.

5.3. Performance of perceiving occluded human poses
We evaluate the proposed scoring method on its performance of perceiving occluded human poses thoroughly in this
subsection. Following the analysis tool for performing a detailed breakdown of the errors on MS-COCO dataset by Ronchi
et al. [15], the MS-COCO 2017 validation dataset is separated into four benchmarks according to the number of Visible Keypoints (VK), which are Almost Occluded (VK2 ½1; 5), Largely Occluded (VK2 ½6; 10), Slightly Occluded (VK2 ½11; 15) and No
Occlusion (VK2 ½16; 17). In this paper, we refer to poses with less than 10 visible keypoints as heavily occluded human
poses. The PR curves obtained at the evaluation threshold of :75 OKS on each benchmark will be presented to investigate
the performance to occlusion. The evaluation threshold of :75 OKS is chosen, because it is the median of the OKS thresholds
(ranging from :5 to :95 in [17]) used for evaluation on MS-COCO dataset, which is also the default threshold to get the PR
curves in the analysis tool [15].
The PR curves are obtained based on the pose detections given by OA-HPE net, both the poses detected using the ground
truth human boxes and the detected bounding boxes [13] will be utilized for conducting the investigation. We will compare
the proposed scoring method with the widely utilized scoring strategy by current methods, which uses the maximum likelihoods in heatmaps as the predictions of the localization accuracy of keypoints and ignores pose occlusion (the formulation
is given in Eq. (3)). For convenience, we dub the proposed scoring method as OAKS-score, the conventional scoring strategy
as Conven-score, and the optimal score using the ground truth OKS as Oracle-score.
Fig. 11 exhibits the PR curves obtained using OAKS-score and Conven-score on the four different pose occlusion benchmarks. The legend in each sub-figure gives the overall AP values after progressively correcting errors of each type (details of
the errors are explained in [15]). As can be seen, heavily occluded human poses (i.e., Almost Occluded and Largely Occluded)
create significant challenges. While the performance of pose estimation on Slightly Occluded and No Occlusion are near saturation, there are considerable errors of each type on the heavily occluded benchmarks, which includes the error of scoring
(the area in blue color). Comparing the PR curves of the two different scoring methods, Conven-score is unable to assign high
scores to good detections of heavily occluded poses, which leads to low precision even when the recall is still low. OAKSscore largely corrects this situation and improves the APs (the areas in white color) by 4:2% and 2:8% on the Almost
Occluded and Largely Occluded benchmarks separately. The performance of OAKS-score and Conven-score on the other
two benchmarks are comparable, this is reasonable since biased scoring cannot happen on visible poses.

Table 5
The comparison of APs obtained using different backbone networks of the KS-net. The APs are all calculated based on the settings used in Table 4.
Backbone
2 Conv
AlexNet
VGG-19
GoogLeNet
ResNet-18
ResNet-50

AP

AP@:5

AP@:75

APm

APl

AR

ARm

ARl

74.2
74.8
75.0
74.8
75.1
74.6

92.3
92.4
92.4
92.4
92.5
92.4

81.2
81.6
81.8
81.7
81.9
81.6

71.1
71.6
71.7
71.5
71.9
71.5

79.3
79.9
80.0
79.9
80.3
79.7

77.4
77.4
77.4
77.4
77.4
77.4

73.9
73.9
73.9
73.9
73.9
73.9

82.8
82.8
82.9
82.9
82.8
82.8
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Fig. 11. Comparison of performance to Occlusion of OAKS-score and Conven-score based on the ground-truth human bounding boxes. The legend contains
the overall AP values, the white color indicates the original AP obtained by Conven-score or OAKS-score. The AP values in other colors are obtained by
progressively correcting different types of errors defined in [15]. (For interpretation of the references to colour in this figure legend, the reader is referred to
the web version of this article.)

298

L. Zhao et al. / Information Sciences 537 (2020) 284–301

Fig. 12. Comparison of performance to Occlusion of OAKS-score and Conven-score based on the detected human bounding boxes. In this case, though the
score of the detected bounding box is needed to be considered for scoring the pose, OAKS-score is still able to get better AP values than Conven-score on the
Almost Occlusion and Largely Occlusion Benchmarks.
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To make the experiments comprehensive, we also do comparisons based on the pose detections using the detected
human boxes [13], as shown in Fig. 12. In this case, the assigned score to each detected pose needs to multiply the score
of its corresponding bounding box. Considering the detection of occluded persons is also a very challenging task [47], this
makes refining the score of a detected pose more difficult. Nevertheless, OAKS-score also demonstrates better ability to perceive heavily occluded human poses, which outperforms Conven-score by 3:4% and 2:0% respectively on the Almost
Occluded and Largely Occluded benchmarks.
Finally, we have a look at the APs obtained by the three different scoring methods on the whole MS-COCO 2017 validation
set. Tables 6 and 7 present the results based on poses estimated using the ground truth human boxes and the detected
bounding boxes [13] separately. Comparing these numerical APs, OAKS-score is only able to outdo Conven-score slightly
in both cases. It seems that assigning unbiased scores by OAKS-score will not make much difference. However, the unbalanced data distribution of the MS-COCOC dataset covers up the truth. Table 8 shows the number of instances in each benchmark of the MS-COCO 2017 validation set. It appears that heavily occluded poses just make up a small proportion of the
whole dataset. Thus, the improvement obtained by assigning unbiased scores on the heavily occluded pose benchmarks
can be significantly diluted on the whole dataset. However, it is never wise to overlook the unfairness of scoring on heavily
occluded poses. Considering that it has already been so hard to achieve a good pose estimation hypothesis on heavily
occluded poses, we can not afford to discard it just because of a biased score.
5.4. The generality of the proposed scoring method
The efficiency of the proposed scoring method to improve the perception of heavily occluded human poses has been
demonstrated in the above experiments. Here, we show its generality by applying to other methods for human pose estimation. Without loss of generality, the proposed scoring method is applied to two recently proposed human pose estimation
methods [48,49]. Cheng et al. [48] detect 2D human poses in each frame of a video, then temporal information is exploited
to produce 3D poses and diminish the affection of occluded joints. Based on their method of 2D human pose estimation, we
employ the proposed scoring method. Kishore et al. [49] first detect and segment pedestrians by giving bounding boxes and

Table 6
The comparison of APs obtained by the three different scoring methods based on the pose detections using the ground truth human boxes. Conven-score is the
method conventionally used by the existing pose estimation methods, OAKS-score is the proposed scoring method, Oracle-score gives the upper bound by using
the optimal score (i.e., OKS).
Method
Conven-score
OAKS-score
Oracle-score

AP

AP@:5

AP@:75

APm

APl

AR

ARm

ARl

74.6
74.8
77.2

92.4
92.4
93.1

81.5
81.7
83.2

71.4
71.6
73.6

79.6
80.0
82.6

77.4
77.4
77.4

73.9
73.9
73.9

82.8
82.8
82.8

The significance of bold in the Tables 6 and 7 is the best result among these methods for comparison.

Table 7
The comparison of APs based on the pose detections using the detected bounding boxes [13]. There is no Oracle-score in this case, because the corresponding of
detected human boxes and the ground truth is unsure.
Method
Conven-score
OAKS-score

AP

AP@:75

APm

APl

AR

AR@:5

AR@:75

ARm

ARl

72.6
72.6

79.2
79.2

68.5
68.5

79.7
79.9

78.6
78.7

92.9
93.0

84.2
84.4

73.5
73.7

85.7
85.7

The significance of bold in the Tables 6 and 7 is the best result among these methods for comparison.

Table 8
The number of instances in each benchmark of the MS-COCO 2017 validation set. ‘‘Occluded” is abbreviated to‘‘Occlu” in the first row.
Benchmark

Almost Occlu

Largely Occlu

Slightly Occlu

No Occlu

Numbers
Proportion

922
14:5%

1775
27:9%

2745
43:2%

910
14:4%

Table 9
Comparison of AP@:75 evaluation results on the four occlusion benchmarks by the original models and employing the proposed scoring method.
Method
Cheng [48]
Kishore [49]

OAKS-score
U
U

Almost Occ

Largely Occ

Slightly Occ

No Occ

27.4
38.6
23.7
40.2

82.3
88.3
82.4
90.0

93.3
93.8
94.1
95.0

98.1
97.3
98.1
98.1
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masks in images, then 2D human poses are estimated by using the detection. Our scoring method can be utilized in their
framework of human pose estimation.
We use MS COCO dataset [11] to validate the generality of the proposed scoring method, because it is the most widely
used dataset for person keypoints localization. Both the 2D human pose estimators of Cheng et al. [48] and Kishore et al.
[49] are trained from scratch on MS COCO 2017 training set, and the testing is done on MS COCO 2017 validation set to exhibit the superiority of our scoring method over their origins. We train both models for 160 epochs, and data augmentation
strategies [13] are used. The Adam optimizer with the base learning rate 1e  3 is utilized to train the models, the learning
rate is decreased by a factor of 0:1 after 120 and 150 epochs respectively. Following the analysis tool of Ronchi et al. [15], we
report the precision AP@:75 (AP at OKS = 0:75) on the four occlusion benchmarks to compare the performance.
The results are presented in Table 9. The original models of Cheng et al. [48] and Kishore et al. [49] get AP@:75 27:4% and
23:7% on the Almost Occluded benchmark, employing the proposed scoring method is able to boost the performance of both
models to 38:6% and 40:2% respectively. The improvement on the Largely Occluded benchmark is also considerable, the precision increases by 6:0% and 7:6% on the two models respectively. This clearly shows that the proposed scoring method can
be applied to different models and make the estimation of heavily occluded human poses better.
6. Conclusion
This paper proposes to better perceive heavily occluded human poses by assigning an unbiased score. We give a detailed
analysis of the conventional scoring method used by existing frameworks, and find two reasons that make it unsuitable for
occluded poses, which are ignorance of pose occlusion and misalignment of classification and localization accuracy. Thus, a
novel occlusion aware human pose estimation network is proposed to acquire the visibility of keypoints while heatmaps are
regressed. Moreover, KS-net is proposed to predict the keypoint similarity between detected keypoints and their corresponding ground truth, which replaces the maximum heat value of heatmaps and naturally represents localization accuracy.
Experimental results on MS-COCO dataset demonstrate that the proposed scoring method significantly improves the detection accuracy of heavily occluded human poses. In future work, we plan to design an end-to-end framework to give detections of human poses and assign the corresponding unbiased scores simultaneously.
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